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Figure 1 (Color online) Paradigms of two mainstream kernel fusion. (a) Vertical fusion; (b) horizontal fusion.
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1 __device__ void Bi(char* shared_buffer, int& block_idx, int& thread_idx, ...) {

2 // @ name shadowing for built-in variables

3 const dim3 gridDim(B1_GRID_X, B1_GRID_Y, B1_GRID_Z); // grid size, built-in constants

4 const dim3 blockDim(B1_BLOCK_X, B1_BLOCK_Y, B1_BLOCK_Z); // block size, built-in constants

5 const dim3 threadIdx(thread_idx 7 blockDim.x, thread_idx / blockDim.x % blockDim.y, thread_idx / blockDim.x
< / blockDim.y); // restore the threadIdz of Bl to its walue before flattening.

6 const dim3 blockIdx(block_idx 7 gridDim.x, block_idx / gridDim.x 7, gridDim.y, block_idx / gridDim.x /
— gridDim.y); // restore the blockIdz of Bl to its value before flattening.

7 // @ mask the threads that are not required by Bl

8 if (thread_idx >= B1_BLOCK_X * B1_BLOCK_Y * B1_BLOCK_Z) return;

9 // following is the transformed original code

10 // @ assign shared memory with pre-allocated buffer instead of allocating a new one

11 __shared__ float original_shared_buffer = (float*)shared_buffer;

12 e

13 // @ replace __syncthreads() with A PTX assembly to only sync the required threads

14 asm("bar.sync 1, B1_BLOCK_X * B1_BLOCK_Y * B1_BLOCK_Z");

15 o

16}

17 __device__ void B2(char* shared_buffer, int& block_idx, int& thread_idx, ...) {

}
20 __global__ void fused_B1_B2(...){

21 // grid and block are both flattened into a one-dimensional vector.

22 auto blockidx_x = blockIdx.x;

23 // Pre-allocate shared memory with the mazimum size required by K1 and K2
24 __shared__ char shared_buffer[max_of_K1_K2_shared_buffer_sizel; // compile-time constants
25 if (blockidx_x <= B1_GRID_X * B1_GRID_Y * B1_GRID_Z) {

26 Bil(shared_buffer, blockidx_x, threadIldx. X, ...),

27 } else {

28 blockidx_x = blockidx_x - B1_GRID_X * B1_GRID_Y * B1_GRID_Z;

29 B2(shared_ buffer blockidx_x, threadIldx.Xx, ...);

30 }

31}

2 (MEMFE) BSEEma TS .

Figure 2 (Color online) Compilation method for static horizontal fusion.
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Figure 3 (Color online) Common deep learning networks with multiple dynamic branches. (a) Multi-branch convolution network; (b)
mixture of expert language model.
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Figure 4 (Color online) Overview of FLUXER.
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Figure 5 (Color online) Expected compilation workflow of horizontal fusion. (a) New kernel with initial fusion; (b) fusion kernel with
homogeneous branches merged.

__device__ void Bl(char* shared_buffer, int& block_idx, int& thread_idx, float* ptr_1, float* ptr_2) {
}

// Dadd extra parameters and merge device pointers into pointer array for launching
__global__ void dynamic_fused_B1_B2(int Bl_active_grids, int B2_active_grids, float* ptr_array_1[], floatx
— ptr_array_2[]1){

O U A W N

8 int blockidx_x, arg_idx;

9 __shared__ char shared_buffer[max_of_K1_K2_shared_buffer_size];

10 // grid size for first fused kernel Bl

11 auto B1_GRID_SIZE = B1_GRID_X * B1_GRID_Y * B1_GRID_Z;

12 // grid size for first fused kernel B2

13 auto B2_GRID_SIZE = B2_GRID_X * B2_GRID_Y * B2_GRID_Z;

14 if (blockIdx.x < B1_GRID_SIZE * Bl_active_grids) {

15 blockidx_x = blockIdx.x;

16 // Dcalculate the input handled by this block.

17 arg_idx = blockidx_x / B1_GRID_SIZE;

18 // GDcaZcuLate the actual flattened blockIdz.z used within device kernel

19 blockidx_x = blockidx_x 7 B1_GRID_SIZE;

20 Bi(shared_buffer, blockidx_x, threadIdx.x, ptr_array_1[arg_idx], ptr_array_2[arg_idx]);
21 } else if (blockIdx.x <= B1_GRID_SIZE * Bl_active_grids + B2_GRID_SIZE * B2_active_grids){
22 blockidx_x = blockidx_x - B1_GRID_SIZE * Bl_active_grids;

23 // calculate the input handled by this block.

24 arg_idx = blockidx_x / B2_GRID_SIZE + Bl_active_grids;

25 // calculate the actual flattened blockIdz.z used within device kernel

26 blockidx_x = blockidx_x 7 B2_GRID_SIZE;

27 } B2(shared_buffer, blockidx_x, threadIdx.x, ptr_array_1[arg_idx], ptr_array_2[arg_idx]);
28

29 cee

30 )

32 // invoking the fused kernel for dynamic branches

33 // @®assigning the host-side ptr array with the required order
34  host_ptr_array_1[0] = branch_2_input_1;

35 host_ptr_array_1[1] branch_1_input_1;

36 host_ptr_array_2[0] branch_2_input_2;

37  host_ptr_array_2[1] branch_1_input_2;

38 // ®copying them to device-side ptr array

39 cudaMemcpy(device_ptr_array_l, host_ptr_array_1, LoD
40 cudaMemcpy(device_ptr_array_2, host_ptr_array_2, L)
41 dynamic_fused_B1_B2<<<...,...,...>>>(1, 1, device_ptr_array_1, device_ptr_array_2);

El 6 (MEMFE) EEMERERENNERTR.

Figure 6 (Color online) Naive compilation method for horizontal fusion.

ARTR] R IS, 6T L A7 A% R RO BEREAT A A SRR, DA A2 2 0 S THBRE 7
ST UL B, AR AN 6 P sh SRR G115 75 . RIS T5 S, PR & 7% s U A
REPRANEE 2 From i SR B a J5 3% — 80, BRI AR 61 g 2L 3 20 i 4, A1 oh 2 EEA P A R AG 23 3¢
IR IR, P KA R & TR RN 2 R AL BRI 1 A0 2. Sy 7 SCRE N T 5, [R5 Ry R A7
I, ATAZABIY . Oy 1AL RERL & 5 A% B BCTR A 7 3¢, Rle i ek B BRI B SRR e A 17 R AR 4K
X EARIUE Fh S A% B BT S50 (RS 4T 6) A1 R R B 3h 25 70 AL (FRES4T 14~29).
@ EHASEOH, §RNE—MERME TR Bx (O Bl T Bx_active_grids 4, XS ¥ KT
I R A R 1) A% R B B RS AT BB IR, O T A R 0 S TR R BB O, AN BIS
Yﬁﬁ‘]?ﬁ@ﬁ%%‘&iﬁﬁﬂkﬁlﬂfE’Jﬁ)\ﬁ’ﬁaﬁ PRI, 75 B G I 7 SCRIAR R L B S 8RB 40, DLt
BATIN 72 R A8 5% R B AT T 5
2T 1% R B B35 0 AU 5 T, BS54 BR300 L PR 2 52 5 AR5 A it 1 R B30 N (0 M B e
LR W B OS T, BB RN REMNTHE, @ B 5eit a0 1% e 80 B (54 S AEfR T AL P IR



EERE SDERZ:EERFE 20265F FsedE Fa4H 783

0.025 I Total Time I Launch Time
— 0.02
2]

£ 0015
£ 001
F 0.005

0.0

2 4 8 16 32 64 128 256 512 1024
Number of Branches

B 7 (MEMFEE) FEDXHETRERNITHIIE SN E %R BRI TR BT EE.
Figure 7 (Color online) Latency comparison of total execution and only the execution of the naively fused kernel with different
branches.
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1 // @ Structuring parameters as compound data types

2 struct Params {

3 float* a[NUM_BRANCH];

4

5

6 global _ void dynamic_fused_B1_B2(int Bl_active_grids, int B2_active_grids, Params P1, Params P2) {
7

8 1f (blockIdx.x < B1_GRID_SIZE * Bl_active_grids) {

9 blockidx_x = blockIdx.x;

10 arg_idx = blockidx_x / (B1_GRID_X * B1_GRID_Y * B1_GRID_Z);

11 blockidx_x = blockidx_x % (B1_GRID_X * B1_GRID_Y * B1_GRID_Z);
12 } else if (blockIdx.x <= B1_GRID_SIZE * Bl_active_grids + B2_GRID_SIZE * B2_active_grids){
13 blockidx_x = blockidx_x - B1_GRID_SIZE * Bl_active_grids;

14 arg_idx = blockidx_x / B2_GRID_SIZE + B1l_active_grids;

15 blockidx_x = blockidx_x % B2_GRID_SIZE;

16

17 // @Qunroll the access of pointer array

18 float* ptr_1, ptr_2;

19 #pragma unroll

20 for (int i = 0; i < NUM_BRANCH; i++) {

21 if (i == arg_idx) {

22 ptr_1 = Pl.alarg_idx];

23 ptr_2 = P2.alarg_idx];

24 }

25 }

26 if (blockIdx.x < B1_GRID_SIZE * Bl_active_grids) {

27 Bi(shared_buffer, blockidx_x, threadIdx.x, ptr_1, ptr_2);

28 } else if (blockIdx.x <= B1_GRID_SIZE * B1_active_grids + B2_GRID_SIZE * B2_active_grids){
29 B2(shared_buffer, blockidx_x, threadIdx.x, ptr_1, ptr_2);

30 }

31 .

32 )

Bl 8 (MBEMFE) shiSEER &S REMFERIEEMEERRT.

Figure 8 (Color online) Structuring parameters as compound data types and selective loop unroll for dynamic horizontal fusion.

1 import torch.nn as nn

2 import fluxer

3 class BranchLayer (nn.Module):

4 def __init__Q):

5 self.branch_a = nn.Linear(...)

6 self.branch_b = nn.Linear(...)

7 self.scatter = fluxer.Scatter(branch_num=2, prefer_capacities=[[1, 2, 4], [1, 4, 8]1)
8 self.gather = fluxer.Gather (branch_num=2)

9 # Dbefore fusion

10 def forward(input: Tensor, branch_indices) -> Tuplel[Tensor]:

11 a_x, b_x, branch_indices = self.scatter(input, branch_indices)
12 a_y = self.branch_a(a_x)

13 b_y = self.branch_b(b_x)

14 output = self.gather(a_y, b_y, branch_indices)

15 # Qafter compilation of dynamic horizontal fusion

16 def fused_forward(input: Tensor, branch_indices) -> Tuple[Tensor]:
17 X, branch_indices = self.scatter(input, branch_indices)

18 y = self.fused_branches(x)

19 output = self.gather(y branch_indices)

Bl o (MBMFE) SHENTEEME TS D XFREHF

Figure 9 (Color online) Example of defining dynamic branches with the support for dynamic horizontal fusion.
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Figure 10 (Color online) Latency comparison of FLuxer and PyTorch’s serial execution with the different kernels and the same
number of branches.
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Figure 11 (Color online) Latency comparison of FLuxer and manual optimization, CUTLASS, with the different numbers of branches.
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Figure 12 (Color online) Latency comparison of FLuxer and other baselines with the real-world models.
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Figure 13 (Color online) Latency comparison of different dynamic fusion methods and Fruxer with different numbers of branches.
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Abstract Accelerators such as graphics processing units (GPUs) have been widely adopted to accelerate compute-intensive
tasks like deep learning, owing to their powerful parallel processing capabilities. To fully exploit the hardware potential of
GPUs, system-level optimization techniques are crucial, among which kernel fusion has become a widely used approach in
mainstream frameworks. Horizontal fusion enables parallel scheduling of multiple independent kernels, thereby improving
resource utilization. However, existing horizontal fusion methods are typically designed for static computation graphs and
struggle to support tasks with dynamic branching structures—such as mixture-of-experts (MoE) models—where inputs
are dynamically routed to different sub-networks at runtime, making it difficult to predefine fused kernels. To address
this challenge, we propose FLUXER, an automated horizontal fusion technique tailored for dynamic branches. FLUXER
introduces a dynamic branch expression abstraction to help the compiler identify dynamic structures and selects candidate
kernels based on activation characteristics to generate a single fused kernel that supports runtime input dispatching. The
compilation process further incorporates optimizations such as parameter structuring and selective loop unrolling to improve
execution efficiency. Experimental results show that FLUXER achieves up to 1.76x performance improvement without manual
intervention, balancing generality and efficiency, and is applicable to a wide range of dynamic computation tasks such as
deep learning.

Keywords accelerator, kernel fusion, horizontal fusion, compilation of deep learning, dynamic branches



